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How Vacuum Works?

Always starts from block 0 g P
 Skip all-visible and all-frozen thanks to visibility map Vacuuming indexes
(phase 2)
« Parallel vacuum helps speeding up index vacuuming |
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pg_stat_progress_vacuum

=# select * from pg_stat_progress_vacuum ;

—[ RECORD 1 ]————— t———
pid 1992754

datid 5

datname postgres
relid 16384

phase scanning heap
heap_blks_total 9735
heap_blks_scanned 369

index_vacuum_count 0
max_dead_tuple_bytes 67108864
dead_tuple_bytes
num_dead_item_ids
indexes_total
indexes_processed

|
|
|
|
|
|
heap_blks_vacuumed | 0
|
|
|
|
|
|
delay_time |
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FailSafe (v14)

Dynamically-enabled emergency mode, focusing on
freezing XIDs

Triggered when table age reaches
vacuum_failsafe_age (1.6B by default)

Stop applying cost-based vacuum delays
Stop index vacuuming/cleaning up
Stop heap truncation

Stop using ring buffers
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Scanning heap
(phase 1)

Update statistics




TidStore (v17)

New dead TID storage design:

- Backed by radixtree.h, an implementation of Adaptive Radix Tree[1]

-  Efficient key-value structure:

Key: Block Number (4 bytes), Value: Bitmap of OffsetNumber
« Faster TID lookups (constant-height tree)
« Reduce memory usage (up to 1/20)
« Incremental memory allocation

« Remove previous 1GB limitation

[1] https://db.in.tum.de/~leis/papers/ART.pdf
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Eager Scanning (v18)

Scan only all-visible but not all-frozen pages during normal vacuum
normal vacuum skips all-visible pages and all-frozen pages

aggressive vacuum skips all-frozen pages

Amortizes the cost of aggressive vacuums

Attempts to freeze up to 20% of all-visible (non-frozen) pages

Region-local failure counts (reset every region, 4096 blocks)

Configurable by vacuum_max_eager_freeze_failure_rate (0.03 by default)



Using read_stream (v18)

« Uses read_stream in all lazy vacuum phases (1, 2, and 3)

- Supported in btree, gist, and spgist indexes

« Efficient I/O during lazy vacuum
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New vacuum statistics and progress report (v18)

« New columns added to pg_stat_[all|sys|user]_tables
total_vacuum_time
total_autovacuum_time
total_analyze_time

total_autoanalyze_time

« Vacuum delay time is reported in pg_stat_progress_vacuum view



Development Items for v19
beyond
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Parallel Heap Vacuum

. rt parallelization in bhase 1 (and Execution time for each phase
g;’lppo P € ° phdse ( (2GB unlogged table with 3 indexes)

5000

« Use cases

4000

- vacuuming tables with no indexes

3000 261

- freezing an entire table in an emergency
situation (close to XID limit etc.)

2000

Execution Time (ms)

1720 1657 1734

1000

« Discussion Thread: "Parallel heap

vacuum” 0o —— . -
https://www.postgresgl.org/message- HEAD(left), Patched(igh)

id/CAD21A0AEfCNv-GgaDheDJ+s-
p LVIH24AiJeNoPGCmZNSwWL1YA%40mail.g
mail.com
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Per-Table Vacuum Statistics

« Per-table cumulative statistics for vacuum executions
- new system views: pg_stat_vacuum_tables/indexes/databases

- new columns in pg_stat_all_tables: rev_all_frozen_pages and rev_all_visible_pages

« Discussion Thread: “Vacuum statistics”
https://www.postgresql.org/message-id/bee34abe-fe87-49b3-8523-
8ae19e641ccf%40yandex.ru
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postgres(1:3164129)=# select x from pg_stat_vacuum_tables where relname = 'test';

—[ RECORD 1 ] - -
schemaname

relname

relid
total_blks_read
total_blks_hit
total_blks_dirtied
total_blks_written
rel_blks_read
rel_blks_hit
pages_scanned
pages_removed
vm_new_Tfrozen_pages

| public
I
I
I
I
I
I
I
I
I
I
vm_new_visible_pages | 26553
I
I
I
I
I
I
I
I
I
I
I
I
I
I
I

test
16384
0
17734
5

1

0
17716
26553

vm_new_visible_frozen_pages
missed_dead_pages
tuples_deleted
tuples_frozen
recently_dead_tuples
missed_dead_tuples
wraparound_failsafe
index_vacuum_count
wal_records

wal_fpi

wal_bytes
blk_read_time
blk_write_time
delay_time
total_time

oo
Ul
~

63886
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64.76099999999997
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postgres(1:3252193)=# vacuum (verbose) test;

INFO: vacuuming "postgres.public.test"

INFO: finished vacuuming "postgres.public.test": index scans: 0

pages: @ removed, 44248 remain, 44248 scanned (100.00% of total), @ eagerly scanned
tuples: O removed, 10000000 remain, @ are dead but not yet removable

removable cutoff: 755, which was @ XIDs old when operation ended

new relfrozenxid: 754, which is 1 XIDs ahead of previous value

frozen: @ pages from table (0.00% of total) had @ tuples frozen

visibility map: 44248 pages set all-visible, @ pages set all-frozen (@ were all-visible)
index scan not needed: @ pages from table (0.00% of total) had @ dead item identifiers
removed

avg read rate: 59.611 MB/s, avg write rate: 63.353 MB/s

buffer usage: 60371 hits, 28155 reads, 29922 dirtied

WAL usage: 44252 records, 5 full page images, 2652056 bytes, @ buffers full

system usage: CPU: user: 3.43 s, system: 0.06 s, elapsed: 3.68 s

VACUUM
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REPACK command

aws
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Introduces new REPACK command as successor to CLUSTER
Does not require an index

Supports CONCURRENTLY option

Implements pg_squeeze[1] approach

CONCURRENTLY option

Uses logical decoding to capture concurrent writes
Enables logical decoding temporarily during REPACK operations

Discussion Thread: “why there is not VACUUM CONCURRENTLY?"
https://www.postgresgl.org/message-id/CAFi8S8pRDK89FtY yyGw7-MW-

zTaHOCY4Am6gfLRittdoPocz%2BdMQ%40mail.gmail.com

[1] https://github.com/cybertec-postgresql/pg_squeeze
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Decoupling table and index vacuum

- Tables and indexes have different optimal vacuum timing requirements
« Records dead TIDs in a new “dead TID fork”

- Enables running specific vacuum phases independently

« Could be fundamental feature for Global Indexes

« Discussion Thread: “Decoupling table and index vacuum”

https://www.postgresqgl.org/message-
id/CA%2BTgmoZgapzekbTgdBrcH80O8Yifi10 nB7uWLB8ajAhGL21M6A%40mail.gmail.com
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Use parallel vacuum on autovacuum

« Parallel vacuum is available only manual vacuum (i.e., VACUUM command)
« Conflict purposes?
« Potentially useful in certain situations:

- tables with many indexes where autovacuum struggles to keep up
- In failsafe mode (especially with parallel heap vacuum)

« Discussion Thread: “POC: Parallel processing indexes in autovacuum”

https://www.postgresqgl.org/message-
id/CACG%3DezZOrNsuLoETLD1gAswZMuH2nGGqg70gccOQOE5hhWaw%3Dcw%40mail.qg

mail.com
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XIDs histogram for better autovacuum scheduling

« Address the issue of “useless vacuums"[1]

« Not trigger autovacuum just based on the number of dead tuples

- XIDs histograms to track when dead tuples were created

« Discussion Thread: "Prototype: Implement dead tuples xid histograms”

[1] "How Autovacuum Goes Wrong” by Robert Haas:
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Further Improvements
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What aspects of vacuum we can improve?
Autovacuum scheduling optimization

© 2025, Amazon Web Services, Inc. or its affiliates. All rights reserved. Amazon Confidential and Trademark.

18



Thank you!

Masahiko Sawada

sawadamm@amazon.com
sawada.mshk@gmail.com
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